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3
1 Introduction and Course Overview

1.1 Slide 1: Lecture 9: File I/O Operations

Core Concept: This slide introduces the learning objectives for Lecture 9, focusing
on file handling in C. It connects to previous lectures (especially dynamic memory) and
outlines the path toward building complete, persistent applications.

Today’s Learning Objectives Explained:

o Understand file handling basics in C: The fundamental concepts, functions,
and patterns for reading from and writing to files.

« Master text file operations: How to process human-readable files like configu-
ration files, logs, and simple data files.

o Learn binary file processing: Efficient storage and retrieval of structured data,
images, and other non-text content.

o Implement file positioning: Techniques for random access within files, enabling
database-like operations.

« Handle file errors properly: Robust error checking and recovery strategies to
prevent crashes and data corruption.

Course Progress Context:

o Week 9 of 10: We are nearing the end of the course, integrating previously learned
concepts.

e Building on Dynamic Memory: File I/O often pairs with dynamic memory—
reading unknown amounts of data typically requires dynamic allocation.

o Adding Persistence: This is the key leap from transient programs to useful
applications that remember data between executions.

Teaching Strategy: We'll start with why files are necessary, cover basic operations
for both text and binary files, explore positioning and error handling, and work through
practical examples. The goal is to enable you to write programs that interact with the
file system reliably.

Student Mindset: Think of files as the long-term memory of your program. While
variables and dynamic memory hold data during execution, files preserve that data after
the program ends. This is essential for any non-trivial application.

File I/O is a cornerstone of systems programming and application development in C,
providing the bridge between volatile memory and persistent storage.
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2 Why Files Matter

Core Concept: "Files provide persistent storage, allowing data to survive beyond pro-
gram execution. Understanding when and why to use files is fundamental to building
real applications.”

Memory vs. Files:

« Memory (RAM): Volatile, fast, limited in size. All program data is lost when
the program terminates or the computer shuts down.

« Files (Disk): Persistent, slower, large capacity. Data remains intact between
program runs and system reboots.

« Real applications need both: Use memory for active processing and files for
long-term storage and data exchange.

Common Use Cases:

» Save user preferences and settings: Window positions, theme choices, default
values.

e Store program results and reports: Calculation outputs, generated documents,
logs.

« Read configuration files: Startup parameters, database connections, feature
flags.

» Process log files: Application diagnostics, access logs, error traces.

« Import/export data: Exchange information with other programs (CSV, JSON;,
custom formats).

File Types:

Text Files: Human-readable, consist of characters. Examples: .txt, .csv, .cfg,
.log.

— Advantages: Editable with any text editor, portable across systems (with
newline considerations).

— Disadvantages: Larger size for numeric data, slower to parse, potential en-
coding issues.

Binary Files: Machine-readable, consist of raw bytes. Examples: .bin, .dat,
.png, .exe.

— Advantages: Compact, fast I/O, exact representation of memory structures.

— Disadvantages: Not human-readable, platform-dependent for some data
types (e.g., endianness).



2.1 Slide 2: The Need for File I/O 5

Key Insight: The choice between text and binary files is a trade-off between human
convenience and machine efficiency. Text is better for configuration and interoperability;
binary is better for performance and storage of complex data structures.

Pitfall: Attempting to read a binary file as text (or vice versa) will produce garbage
output or crashes. Always know your file format and open it with the correct mode.

Student Takeaway: Files turn temporary programs into useful tools. Any program
that needs to remember something between runs, or process data from an external source,
requires file I/0.

Visual Example: The slide contrasts a memory chip (volatile) with a disk drive (per-
sistent), reinforcing the permanence difference.

Understanding the role of files is the first step toward mastering file I/O operations in C.
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3 File Basics

Core Concept: "C uses the FILE structure and file pointers to represent open files. The
standard streams (stdin, stdout, stderr) are special file pointers always available.”

The FILE Structure:

o FILE is an opaque structure type defined in <stdio.h>. You never access its mem-
bers directly.

» A file pointer is a pointer to a FILE structure: FILE *fp;.

o It holds information about the file’s state: current position, error flags, buffering
details, etc.

« File pointers are created by fopen() and must be closed with fclose().
Standard Streams:

« stdin: Standard input (usually keyboard). Used by scanf (), getchar().

« stdout: Standard output (usually screen). Used by printf (), putchar().

o stderr: Standard error (usually screen). Used for error messages, unbuffered by
default.

o These are predefined file pointers; you don’t open or close them.
Key Functions:

o fopen(): Opens a file, returns a file pointer.

o fclose(): Closes a file, flushes buffers, releases resources.

o fprintf(), fscanf(): Formatted I/O to/from files.

o fgets(), fputs(): String I/O.

o fgetc(), fputc(): Character 1/0.

Pitfall: Forgetting to close a file (fclose) can lead to resource leaks (file descriptors)
and data loss (if buffers aren’t flushed). Always close files you open.

Student Exercise: Write a program that declares a file pointer, opens a file named
"test.txt” for reading, checks for success, and then closes it.

Understanding file pointers and the standard streams is essential before diving into spe-
cific file operations.
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3.2 Slide 4: Opening Files: fopen()

Core Concept: "fopen() is the function used to open files. It takes a filename and a
mode string, and returns a file pointer. Always check the return value for NULL.”

Prototype:

| FILE xfopen(const char *filename, const char *mode);

Parameters:
o filename: Path to the file (relative or absolute). Can include directories.
« mode: String specifying how to open the file (see below).
Common Text Modes:
o "r": Read text. File must exist; opens for reading.
o "w": Write text. Creates file if it doesn’t exist; truncates (erases) if it does.
o "a": Append text. Creates file if it doesn’t exist; writes start at end of file.
o "r+": Read and write text. File must exist.
o "w+": Read and write text. Creates/truncates file.

o "a+": Read and append text. Creates file if needed; reading can start anywhere,
writing always appends.

Binary Modes: Append "b" to the mode string: "rb", "wb", "ab", "rb+", etc. On
some systems (like Windows), binary mode is crucial to avoid newline conversion.

Return Value:
o On success: A valid FILE* pointer.

e On failure: NULL. Common reasons: file doesn’t exist ("r"), permission denied,
path not found.

Basic Example with Error Checking:

1 FILE *file = fopen("data.txt", "r");

> if (file == NULL) {
3 printf ("Cannot open file!\n");
4 // perror ("fopen"); // More detailed error

5 return 1;
6

:// Use file...
s fclose(file);

Important Notes:
o Always check if fopen() returned NULL. Using a NULL file pointer causes crashes.

e Use perror() to print a descriptive error message based on the global errno vari-
able.
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o The mode string is a literal, not a variable. Common mistake: fopen(name, mode)
where mode is a char variable holding only one character.

e On Unix/Linux, the "b" (binary) flag is often ignored, but it’s good practice to
include it for portability when dealing with non-text data.

Pitfall: Using "w" mode unintentionally truncates an existing file, losing all its previous
content. Use "a" if you want to add to a file without deleting it.

Student Exercise: Write a program that prompts the user for a filename and a mode
("r"/"w"/"a"), opens the file, and reports success or failure.

Proper use of fopen() with correct modes and error checking is the foundation of all file
operations in C.
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4.1 Slide 5: Reading Text Files: Functions

Core Concept: "C provides several functions for reading text files: fgetc() for char-
acters, fgets() for lines, and fscanf () for formatted input. Choose based on need and
safety.”

1. fgetc() - Read Single Character:

int fgetc(FILE *stream);

« Returns the next character as an unsigned char converted to int.
« Returns EOF (typically -1) on end-of-file or error.
o Use feof () and ferror() to distinguish between EOF and error.

Example - Read entire file character by character:
int ch;
while ((ch = fgetc(fp)) != EOF) {
putchar (ch) ;
}
2. fgets() - Read a Line of Text:

char *fgets(char *str, int n, FILE *stream);

e Reads at most n-1 characters from stream and stores them into str.

Stops at newline (which is included in the string) or end-of-file.

Appends a null terminator (\0).

Returns str on success, NULL on error or EOF.

Safer than gets() because it limits input size.

Example - Read file line by line:

char buffer [100];

while (fgets(buffer, sizeof (buffer), fp)) {
printf ("%s", buffer);

}

3. fscanf() - Read Formatted Data:

int fscanf (FILE *stream, const char *format, ...);

o Works like scanf () but reads from a file.
o Returns number of successfully matched and assigned input items.

e (Can be tricky with newlines and unexpected input.
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o Less safe than fgets() + parsing for complex input.

Example - Read integers from a file:

1 int value;

2> while (fscanf (fp, "%d", &value) == 1) {

3 printf ("Read: %d\n", value);

L}
Comparison and Recommendations:

o fgetc(): Low-level, useful for character processing or when you need utmost con-
trol.

o fgets(): Recommended for most line-oriented text reading. Safe and predictable.

o fscanf(): Useful for reading files with known, strict formats (like columns of
numbers). Always check its return value.

Pitfall: Not checking the return value of fscanf () can lead to infinite loops or processing
of garbage data if the file format doesn’t match expectations.

Student Exercise: Write a program that uses fgets() to read a file and count the
number of lines, words, and characters.

Choosing the right reading function is crucial for both correctness and security of your
file handling code.
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4.2 Slide 6-7: Complete Reading Example

Core Concept: ”"A complete example demonstrating safe file reading with fgets(),

including error handling and resource cleanup.”

Part 1: Opening and Initial Setup:
#include <stdio.h>
int main(void) {

FILE *fp;

char line[256];
int line_count = 0;

fp = fopen("data.txt", "r");

if (fp == NULL) {
perror ("Error opening file");
return 1;

}
printf ("File Contents:\n");
// ... reading loop follows

Key Points:
o Always declare the file pointer.
« Use a buffer large enough for expected lines (here 256 bytes).

o Check fopen() immediately. perror() prints "Error opening file:

the system error message (e.g., "No such file or directory”).
o If opening fails, return an error code (non-zero).

Part 2: Reading Loop and Cleanup:

while (fgets(line, sizeof(line), fp) != NULL) {
line_count++;
printf ("%3d: %s", line_count, line);

}

printf ("\nTotal lines: %d\n", line_count);

fclose(fp);
return O;

¥

Key Points:
o fgets() returns NULL on EOF or error. The loop stops naturally.
e sizeof(line) ensures we never overflow the buffer.

o The line number is printed formatted (%3d) for alignment.

7 followed by
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o fclose() is called only if fopen() succeeded (it’s after the error check).
e The program returns 0 on success.

Sample Output:

File Contents:

1: Roses are red

2: Violets are blue
3: C is fun

4: And so are you

Total lines: 4

Pitfall: Forgetting to check if fopen() succeeded leads to a segmentation fault when
trying to use fp (which is NULL). This is one of the most common file I/O errors.

Student Exercise: Modify the program to also count the number of words and charac-
ters in the file.

This pattern—open, check, read in a loop, close—is the template for most file reading
operations.
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4.3 Slide 8: Writing Text Files: Functions

Core Concept: "Writing text files uses functions symmetric to the reading functions:
fputc(), fputs(), and fprintf (). The file mode ("w" vs "a") determines whether you
overwrite or append.”

1. fputc() - Write Single Character:

int fputc(int c, FILE *stream);

o Writes the character ¢ (converted to unsigned char) to the stream.
e Returns the character written, or EQOF on error.
o Example: fputc('A', fp);

2. fputs() - Write a String:

int fputs(const char *str, FILE *stream);

Writes the string str to the stream, not including the null terminator.

Returns non-negative value on success, EOF on error.

Example: fputs("Hello\n", fp);

Does not automatically add a newline.

3. fprintf () - Write Formatted Data:

int fprintf (FILE *stream, const char *format, ...);

o Identical to printf () but writes to a file.
o Returns number of characters written, negative value on error.
o Example: fprintf (fp, "Value: %d\n", 42);

Critical: File Opening Modes for Writing:

o "w" (Write): Creates a new file or truncates an existing file to zero length. All
previous content is lost.

e "a" (Append): Creates a new file or opens an existing file for writing at the end
of the file. Existing content is preserved.

« "r+" (Read/Write): Opens an existing file for both reading and writing. The file
is not truncated, but writing can overwrite existing data.

Pitfall: Accidentally using "w" mode when you meant "a" is a common and costly
mistake, as it silently erases the entire file. Always double-check the mode.

Student Exercise: Write a program that asks the user for their name and age, then
appends this information to a log file with a timestamp.

Choosing the correct writing function and mode is essential for creating and updating
text files correctly.
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4.4 Slide 9: Writing Example

Core Concept: "A practical example using fprintf() to write formatted data to a
text file, demonstrating the creation of a simple report.”

Code:

1 #include <stdio.h>

3 int main(void) {

4

}

FILE *xfp = fopen("output.txt", "w");

if (Vfp) {
perror ("Error creating file");
return 1;

}

fprintf (fp, "=== Report ===\n");

fprintf (fp, "Date: 2024-01-15\n");
fprintf (fp, "Items processed: %d\n", 150);
fprintf (fp, "Success rate: %.1f%%\n", 95.5);

fclose(fp);
printf ("File created successfully.\n");

return O;

Line-by-Line Explanation:

1.

8.
9.

FILE *fp = fopen("output.txt", "w"); Opens (or creates) "output.txt” for writ-
ing. If it exists, it’s truncated.

if ('fp) { ... } Checks for failure. The condition !fp is equivalent to fp ==
NULL.
perror ("Error creating file"); Prints a descriptive error if opening fails (e.g.,

disk full, permissions).

fprintf (fp, "=== Report ===\n"); Writes a header line. Note the explicit new-
line \n.
fprintf (fp, "Date: 2024-01-15\n"); Writes a static date.

fprintf (fp, "Items processed: %d\n", 150); Writes an integer value.

fprintf (fp, "Success rate: %.1f%%\n", 95.5); Writes a floating-point num-
ber with one decimal. Note the double percent sign %% to print a literal percent
character.

fclose(fp); Closes the file, ensuring all buffered data is written to disk.

printf("File created successfully.\n"); User feedback on success.

Resulting File Content (output.txt):
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S== Report ==
Date: 2024-01-15

3 Items processed: 150

Success rate: 95.5%

Key Points:
o fprintf () works exactly like printf (), but the first argument is the file pointer.

o Always close the file. Output may be buffered and only physically written upon
fclose() or when the buffer fills.

« Using "w" mode is appropriate here because we want a fresh report each time.

Pitfall: Forgetting to close the file might result in the file being empty or incomplete if
the program crashes or exits unexpectedly before buffers are flushed. Operating systems
usually flush on normal termination, but it’s not guaranteed.

Student Exercise: Modify the program to take the report data (date, item count,
success rate) as command-line arguments or user input.

This example shows how easy it is to generate formatted text output files, which is useful
for logging, reporting, and data export.
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5 Binary File Operations

5.1 Slide 10: Text vs Binary Files

Core Concept: "Choosing between text and binary file formats involves trade-offs be-
tween human readability, size, speed, and portability. Each has its ideal use cases.”

Detailed Comparison:

‘ Text Files

| Binary Files

Human readable - Can be opened and
edited with any text editor.

Machine format - Appears as gibber-
ish in a text editor; contains raw bytes.

Store characters (ASCII, UTF-8).

Store raw bytes (exact memory repre-
sentation).

Platform-dependent newlines: \n
(Unix), \r\n (Windows), \r (old Mac).
C runtime may convert.

No conversion - Bytes are read/writ-
ten exactly as-is.

Larger for numeric data: The inte-
ger 1234567890 takes 10 bytes as text, 4
bytes as int.

Compact - Uses the natural size of data
types (e.g., 4 bytes for int).

Slower I/0 - Requires parsing/conver-
sion (e.g., atoi(), sscanf()).

Fast I/0 - Direct memory reads/writes
with fread() /furite().

Easier to debug and exchange be-
tween different systems and languages.

Can be platform-specific due to en-
dianness and type size differences.

Use Text Files For:
« Configuration files (.ini, .cfg) Log files

e Documentation

Data interchange where human inspection is needed (CSV, simple JSON)

Source code

Use Binary Files For:

Large datasets (scientific data, image pixels, audio samples)

e Program executables and libraries

e Save games, application state

» Performance-critical 1/O

 Storing complex data structures (arrays of structs) without serialization overhead

Pitfall: Writing a structure containing pointers to a binary file and then reading it
back later is not safe. The file saves the pointer value (a memory address), not the
data it points to. The address will be invalid when read later. Only write plain data
structures.
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Student Exercise: Create a simple program that writes an array of 1000 integers to
both a text file and a binary file. Compare the file sizes and write/read speeds.

Understanding the differences helps you choose the right tool for the job, optimizing for
either human convenience or machine efficiency.
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5.2 Slide 11: fwrite() - Writing Binary Data

Core Concept: "furite() writes raw bytes from memory to a file. It’s ideal for writing
arrays, structures, or any contiguous block of data in binary format.”

Prototype:
| size_t fwrite(const void *ptr, size_t size,
2 size_t count, FILE *stream);
Parameters:

o ptr: Pointer to the data to be written. Type is void*, so any pointer can be
passed.

« size: Size in bytes of each element to write. Typically sizeof (type).
o count: Number of elements to write.
« stream: File pointer opened in binary mode (e.g., "wb").
Return Value:
o Returns the number of elements successfully written.

o This should equal count on success. If it’s less, an error occurred (check with
ferror()).

Example - Writing an Array of Doubles:
1 double datal[100];

2> // ... fill array with values
s FILE *fp = fopen("data.bin", "wb");
2 if (fp == NULL) { /* handle error x*/ }

¢ size_t written = fwrite(data, sizeof (double), 100, fp);

7 if (written != 100) {

8 printf ("Error: only wrote %zu elements.\n", written);
9 }

o fclose (fp);

Key Points:
» Always open the file with binary mode ("wb" for write binary).

o Use sizeof () for the size parameter. This ensures portability across systems
where type sizes might differ.

o fwrite() does no formatting or conversion. It simply copies bytes from memory
to the file.

o The data is written exactly as it appears in memory, including any padding bytes
inside structures.

o Check the return value! Disk full or write-protection can cause partial writes.
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Pitfall: Writing a local variable (on the stack) and then reading it back on a different
run or machine may fail due to different alignment, padding, or endianness. Be cautious
with binary files as a long-term storage format for complex data.

Student Exercise: Write a program that creates an array of 10 struct Point {int
x, vy; 1, fills them with values, and writes the entire array to a binary file using a single
fwrite() call.

fwrite() provides a fast, efficient way to persist large blocks of data, forming the basis
for binary file handling.
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5.3 Slide 12: fread() - Reading Binary Data

Core Concept: "fread() reads raw bytes from a file into memory. It’s the counterpart
to fwrite() and is used to load data saved in binary format.”

Prototype:
| size_t fread(void *ptr, size_t size,
2 size_t count, FILE *stream);
Parameters: (Symmetric to furite())
e ptr: Pointer to memory where read data will be stored.
e size: Size in bytes of each element to read.
o count: Number of elements to read.
« stream: File pointer opened in binary read mode ("rb").
Return Value:
e Returns the number of elements successfully read.
o If this equals count, the entire request was fulfilled.

o If it’s less than count, either end-of-file was reached or an error occurred. Use
feof () and ferror() to distinguish.

e Returns 0 if no elements could be read (EOF at start or error).

Example - Reading an Array of Doubles:

1 double datal[100];
2> FILE *xfp = fopen("data.bin", "rb");
s if (fp == NULL) { /* handle error x*/ }

5 size_t read = fread(data, sizeof (double), 100, fp);

¢ if (read != 100) {

7 if (feof (fp))

8 printf ("End of file reached after %zu items.\n", read);
9 else if (ferror(fp))

10 perror ("Error reading file");

11}

12 fclose (fp);

Key Points:
 Ensure the destination memory (ptr) is large enough to hold size * count bytes.

o The file must have been written with the same data layout (same types, sizes,
possibly same endianness) for the read data to be meaningful.

o Reading partial data is common when the file size isn’t an exact multiple of the
record size.
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Pitfall: Reading data into a buffer without verifying the file’s actual size or format can
lead to buffer overflows or incorrect interpretation of data (e.g., reading a file written on
a big-endian machine on a little-endian machine).

Student Exercise: Write a program that reads the binary file created in the previous
exercise (array of struct Point) and prints the points’ coordinates.

fread() and fwrite() together enable efficient storage and retrieval of complex data,
often with just a single function call for an entire dataset.
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5.4 Slide 13-14: Structure Example: Student Records

Core Concept: "Binary files are excellent for storing arrays of structures. A single
furite() or fread() call can save or load an entire collection, making file I/O very
efficient.”

Part 1: Definition and Writing

typedef struct {
int id;
char name [50];
double gpa;

} Student;

// Writing students
Student students[3] = {
{101, "Alice", 3.8},
{102, "Bob", 3.5},
{103, "Charlie", 3.9}
I

FILE *xfp = fopen("students.bin", "wb");
if (fp == NULL) { /* handle error */ }

fwrite(students, sizeof (Student), 3, fp);
fclose(fp);

Explanation:
o The Student structure contains an int, a fixed-size character array, and a double.
o The array students is initialized with three records.
o fopen("students.bin", "wb") opens for writing in binary mode.

o fwrite(students, sizeof(Student), 3, fp) writes all three structures in one
operation. sizeof (Student) ensures the correct size is used (including any com-
piler padding between members).

Part 2: Reading

// Reading students

Student students[10];

FILE *fp = fopen("students.bin", "rb");
if (fp == NULL) { /* handle error */ }

size_t read = fread(students, sizeof (Student), 10, fp);
// Note: we attempt to read up to 10, but file only has 3

printf ("Read %zu students:\n", read);
for (size t i = 0; i < read; i++) {
printf ("ID: %d, Name: %s, GPA: %.2f\n",
students[i].id,
students[i] . name,
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students[i].gpa);

fclose(fp);

Explanation:
« We declare an array large enough to hold potential data (10 elements).
o fread attempts to read 10 records. It will stop at EOF.
« read receives the actual number of records read (3 in this case).
o The loop iterates only over the successfully read records.
Advantages of This Approach:
« Efficiency: One /O operation for the entire array.
o Simplicity: No need to parse fields; the structure is read directly.
o Integrity: The entire record is written/read atomically.
Limitations and Pitfalls:

« Fixed-size arrays: The example uses fixed-size arrays. For dynamic collections,
you’d need to store the count first or use a different format.

« Portability: Binary files may not be portable between different architectures (en-
dianness, int size, structure padding).

« Versioning: If you change the structure definition (add a field, change order), old
binary files become unreadable.

« Pointers: Never write structures containing pointers (like char *name) to binary
files. Only the pointer value (address) is saved, not the pointed-to data.

Student Exercise: Extend the program to ask the user how many students to enter,
dynamically allocate an array of Student, fill it, write it to a file, and then read it back.

This pattern is extremely common in applications that need to save and restore internal
state quickly.
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6 File Positioning

6.1 Slide 15: Moving Around in Files

Core Concept: "File positioning functions allow random access within a file, enabling
you to read or write at specific locations rather than just sequentially from the start.”

Key Functions:

o ftell(FILE #*stream): Returns the current file position (as a long) in bytes from
the beginning.

o fseek(FILE *stream, long offset, int whence): Sets the file position to a
specific location.

o rewind(FILE *stream): Sets the file position to the beginning. Equivalent to
fseek(fp, OL, SEEK SET).

fseek() Parameters in Detail:
o stream: The file pointer.

« offset: Number of bytes to move. Can be positive (forward) or negative (back-
ward). Type is long.

o whence: Starting point for the offset. One of:
— SEEK_SET: Offset from the beginning of the file.
— SEEK_CUR: Offset from the current position.
— SEEK_END: Offset from the end of the file.
Important Notes:

« Positioning works on both text and binary files, but for text files, offset should
be 0 or a value returned by ftell(), and whence must be SEEK_SET. This is due
to newline translation.

« For binary files, you can seek to any byte position.

« Seeking beyond the end of a file and then writing can create a "hole” (implementation-
dependent, may fill with zeros).

e fseek() clears the end-of-file indicator.
e ftell() returns -1L on error.

Pitfall: Using fseek() with SEEK_END and a positive offset is usually an error (seeking
past the end). With SEEK_END, offset is typically zero (to get to the very end) or negative
(to move back from the end).

Student Exercise: Write a program that opens a binary file, seeks to the 100th byte,
reads 10 bytes, then seeks back 50 bytes from the current position and reads again.
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File positioning is essential for implementing databases, editing files, and any application
that needs non-sequential access to file data.
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6.2 Slide 16: Positioning Examples

Core Concept: "Practical examples demonstrating common file positioning tasks: find-
ing file size, rewinding, skipping bytes, and seeking relative to the end.”

Code with Comments:

FILE xfp = fopen("data.bin", "rb");
if ('fp) { /* error x/ }

// 1. Go to the beginning (already there, but explicit)
fseek(fp, 0, SEEK_SET);

// 2. Go to the end, then use ftell to get file size
fseek(fp, 0, SEEK_END); // Move to EOF

long size = ftell(fp); // Position = size in bytes
printf ("File size: %1d bytes\n", size);

// 3. Go back to the beginning using rewind
rewind (fp); // Same as fseek(fp, 0, SEEK_SET);

5 // 4. Skip forward 100 bytes from current position

fseek (fp, 100, SEEK_CUR) ;

// 5. Go to 50 bytes before the end of file
fseek(fp, -50, SEEK_END); // Negative offset!

// 6. Move to a specific record (e.g., record #5 of size 32)
int record_num = 5;
3 size_t record_size = 32;

fseek(fp, record_num * record_size, SEEK_SET);

s // ... read/write at the new position

fclose(fp);
Scenario Breakdown:
1. Start at beginning: Ensures we are at byte 0.
. Get file size: A common pattern: seek to end, ftell gives the total bytes.
. Rewind: Quick way to start over.

2

3

4. Skip bytes: Useful for skipping headers or unwanted sections.

5. Seek from end: Often used to read the last part of a file (e.g., tail).
6

. Direct record access: The foundation of random-access databases. If each record
has a fixed size, you can calculate the byte offset for any record instantly.

Error Handling: In production code, you should check the return value of fseek()
(returns 0 on success, non-zero on error). For example:
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if (fseek(fp, -50, SEEK_END) != 0) {
perror ("fseek failed");

3 F

Pitfall: Seeking to a negative offset from SEEK_SET (or a positive offset from SEEK_END)
results in undefined behavior and likely a crash. Always ensure your offset calculations
are valid for the chosen whence.

Student Exercise: Write a program that takes a filename and an integer N as input,
and prints the last N bytes of the file in hexadecimal. Use fseek() and SEEK_END.

Mastering file positioning unlocks the ability to work with files as flexible data stores
rather than just linear streams.
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7 Error Handling

7.1 Slide 17: Detecting and Handling Errors

Core Concept: "Robust file I/O requires checking for and handling errors after every
operation. C provides specific functions to detect end-of-file, I/O errors, and to clear
error states.”

Error Detection Functions:

e int feof (FILE *stream): Returns non-zero if the end-of-file indicator is set for
the stream. This happens after an attempt to read past the end of the file.

o int ferror(FILE *stream): Returns non-zero if the error indicator is set (e.g.,
read /write error, disk full).

e void clearerr(FILE *stream): Clears both the end-of-file and error indicators
for the stream. Useful after handling an error to continue operations.

Error Reporting Function:

e void perror(const char *s): Prints a descriptive error message to stderr based
on the global errno variable. The string s is printed first, followed by a colon and
the error message.

Critical Distinction:

o feof () indicates that the previous read operation failed because it reached the
end of the file.

« ferror() indicates that the previous I/O operation failed due to an error (not
EOF).

 You should check these after a read/write operation fails (e.g., fread returns fewer
items than requested).

General Error Handling Pattern:
1. Check return value of fopen(). If NULL, use perror () and exit or handle.

2. After each fread, furite, fscanf, etc., check if the operation succeeded (e.g.,
fread returns expected count).

3. If it failed, use feof () and ferror() to determine why.

4. If it’s an error you can recover from, use clearerr() to reset the stream state
before retrying or continuing (cautiously).

5. Always close files in both success and error paths (using careful control flow or goto
cleanup labels).

Pitfall: Using feof () as a loop condition (e.g., while (!feof(fp))) is usually wrong.
The EOF indicator is only set after a read attempt fails. The correct pattern is to check
the return value of the read function (like fgets) for NULL inside the loop.
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Student Exercise: Write a program that attempts to open a non-existent file, then
a file you don’t have permission to read, and prints appropriate error messages using
perror.

Proper error handling separates amateur code from professional, reliable software. It
prevents silent data corruption and provides useful feedback when things go wrong.
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7.2 Slide 18: Error Handling Example

Core Concept: "A complete example integrating error checking for file opening, reading,
and distinguishing between normal EOF and actual errors.”

Code with Detailed Comments:
#include <stdio.h>
int main(void) {

FILE *xfp = fopen("data.txt", "r");
// 1. Check fopen success

if (tfp) {
perror("Failed to open file");
return 1;

b

char buffer [100];
// 2. Standard read loop: fgets returns NULL on EOF/error
while (fgets(buffer, sizeof (buffer), fp)) {
printf ("%s", buffer);
}

// 3. After loop ends, determine why
if (feof (fp)) {
printf ("End of file reached.\n");
} else if (ferror(fp)) {
perror ("Error reading file");
clearerr (fp); // Clear the error flag if we want to
continue

}

fclose(fp);
return O;

7 }

Step-by-Step Analysis:

1. Open and Check: fopen is checked immediately. If it fails, perror prints some-
thing like "Failed to open file: No such file or directory”.

2. Read Loop: The condition fgets(buffer, sizeof (buffer), fp) doestwo things:
it reads a line and returns buffer on success, or NULL on failure (EOF or error).
The loop stops when fgets returns NULL.

3. Post-Loop Diagnosis: After the loop, we need to know if we stopped because we
finished the file (normal) or because of an error.

o feof (fp) returns true if EOF was reached. This is the normal termination.
« ferror(fp) returns true if an error occurred (e.g., disk read error).

4. Error Recovery (optional): clearerr(fp) resets the error indicator. You might
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use this if you want to attempt other operations on the same file after handling the
error, but this is advanced and often it’s safer to just abort.

Why This Pattern is Correct:
o It doesn’t use !'feof () as a loop condition, which would cause an extra iteration.
o It checks for errors immediately after the operation that could fail.
« It provides informative output for both success and failure cases.

Pitfall: Forgetting to check ferror() after a loop that uses fgets() or fread() can
mask serious problems like disk corruption or hardware failures.

Student Exercise: Create a file with some text. Run the above program. Then, while
the program is running (if possible), remove the file or change permissions to cause a read
error, and see if the error handling works.

This example embodies the defensive programming approach necessary for reliable file

1/0.
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8 Practical Examples

8.1 Slide 19-20: Example 1: File Copy Program

Core Concept: ”"A fundamental utility: copying any file byte-by-byte. Demonstrates
binary mode, command-line arguments, and robust error handling across multiple re-
sources.”

Part 1: Argument Checking and Opening Files

#include <stdio.h>

int main(int argc, char *xargv[]) {
// Check correct usage
if (argec != 3) {
printf ("Usage: %s source dest\n", argv[0]);
return 1;

FILE *src = fopen(argv([1l], "rb"); // Binary read
FILE *dest = fopen(argv[2], "wb"); // Binary write

// Check both opens succeeded
if (!src || !'dest) {
perror("File error");
// Close whichever file did open to avoid leak
if (src) fclose(src);
if (dest) fclose(dest);

return 1;
}
// ... copy loop
Key Points:

« argc and argv allow command-line arguments.
 Binary mode ("rb"/"wb") ensures perfect copy for any file type (text, image, etc.).
o If either fopen fails, we use perror to show the reason.

o We must close any successfully opened files before exiting on error to avoid resource
leaks. This is a good practice.

Part 2: Copy Loop and Final Cleanup

int ch;

while ((ch = fgetc(src)) != EOF) {
fputc(ch, dest);

}

// Check for errors during the copy
if (ferror(src) || ferror(dest)) {
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16

printf ("Error during copy.\n");
}

fclose(src);
fclose(dest);

printf ("File copied successfully.\n");
return O;

Key Points:

fgetc returns EOF on end-of-file or error. The loop copies character-by-character
(actually byte-by-byte).

After the loop, check ferror on both streams to see if the copy was interrupted by
an error (not just EOF).

Always close both files.

This program works for files of any size, but for very large files, buffered I/O (using
larger blocks with fread/fwrite) would be more efficient.

Usage and Output:

1 $§ gcc -o copy copy.c

> $

./copy input.txt output.txt

3 File copied successfully.

Pitfall: Not using binary mode on Windows can corrupt non-text files because fgetc/fputc
in text mode may translate newline characters (\n to/from \r\n).

Student Exercise: Modify the program to copy in larger chunks (e.g., 4096 bytes at a
time) using fread and fwrite for better performance.

This example reinforces nearly all basic file operations and error handling patterns in a
single, useful program.
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8.2 Slide 21-23: Example 2: Simple Database

Core Concept: "A console-based application that stores employee records in a binary
file, demonstrating persistent data storage, structure I/O, and a simple menu interface.”

Part 1: Structure Definition and Add Function

typedef struct {
int id;
char name [50];
int age;
float salary;
} Employee;

void add_employee(void) {
Employee emp;
// Open in "ab" mode: append binary, creates file if needed
FILE xfp = fopen("employees.bin", "ab");
if ('fp) {
perror ("Error opening file");
return;

printf ("Enter ID: "); scanf("%d", &emp.id);

printf ("Enter Name: "); scanf ("%49s", emp.name);
printf ("Enter Age: "); scanf("%d", &emp.age);
printf ("Enter Salary: "); scanf("%f", &emp.salary);

// Write the single structure to the file
fwrite (&emp, sizeof (Employee), 1, fp);
fclose(fp);

printf ("Employee added.\n");

Notes:
e "ab" mode ensures new records are appended without affecting existing ones.

 scanf with %49s prevents buffer overflow for the 50-byte name field (leaving room
for null terminator).

o A single fwrite writes the entire structure.

Part 2: List Function

void list_employees(void) {
Employee emp;
FILE *xfp = fopen("employees.bin", "rb");
if (tfp) {
perror ("Error opening file");
return;
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printf ("\n=== Employee List ===\n");
printf ("ID Name Age Salary\n");
T (R \n");

// Read records one by one until fread fails
while (fread(&emp, sizeof (Employee), 1, fp) == 1) {
printf ("%-3d %-20s %-3d $%.2f\n",
emp.id, emp.name, emp.age, emp.salary);

if (feof (fp)) {
printf ("End of list.\n");

} else if (ferror(fp)) {
perror ("Read error");

}
fclose(fp);
}
Notes:

e "rb" mode for reading.

e The loop condition fread(...) == 1 ensures we only process complete records.
o Formatted printing (%-3d, %-20s) aligns columns.

e Check feof after the loop to confirm normal termination.

Part 3: Main Menu

int main(void) {
int choice;

do {
printf ("\nl. Add employee\n");
printf("2. List employees\n");
printf ("3. Exit\n");
printf ("Choice: ");
scanf ("%d", &choice);

switch (choice) {
case 1: add_employee(); break;
case 2: list_employees(); break;
case 3: printf ("Goodbye!\n"); break;
default: printf ("Invalid choice.\n");
}
} while (choice != 3);

return O;

Overall Assessment:
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o Pros: Simple, demonstrates persistence (data remains between runs), uses binary

/0 efficiently.

« Limitations: No delete/update functionality, no input validation, linear search for
listing (fine for small datasets).

e Real-world extension: Store the number of records at the start of the file for
quicker indexing, or use a separate index file.

Pitfall: The program uses scanf (%s) for the name, which stops at the first whitespace.
Employees with spaces in their names (e.g., ”John Doe”) would only have ”John” stored.
Use fgets for full-line input.

Student Exercise: Add functions to delete an employee by ID (marking as deleted or
shifting records) and update an employee’s salary.

This example shows how file I/O transforms a temporary program into a useful data
management tool.
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8.3 Slide 24-25: Example 3: Config File Parser

Core Concept: "Parsing a simple key=value configuration file, a common task in ap-
plications. Demonstrates text file reading, string processing, and converting strings to
different data types.”

Config File Format (config.cfg):

app_name = My Application
version = 1.2.3
max_users = 100
debug_mode = false
log_level = INFO

Part 1: Reading and Basic Line Processing

void read_config(const char *filename) {
FILE xfp = fopen(filename, "r");

if (tfp) {
perror ("Error opening config file");
return;

}

char line[256];
while (fgets(line, sizeof(line), fp)) {
// Skip comments (starting with #) and empty lines
if (line[0] == '#' || line[0] == '\n') {
continue;

}
// Remove trailing newline character
line[strcspn(line, "\n")] = '\0';
// ... parse key and value
}
fclose (fp);
}
Explanation:

o fgets reads lines safely.
e line[0] == '#' skips comment lines.

e line[strcspn(line, "\n")] = '\0' isasafe way to remove the newline. strcspn
returns the index of the first newline, which is replaced with a null terminator.

Part 2: Parsing Key-Value Pairs and Type Conversion

// Parse key = value

char *key = strtok(line, " ="); // Delimiters: space or
equals
char *value = strtok(NULL, " =");

if (key && value) {
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printf ("Config: %s = %s\n", key, value);

// Convert based on key name

if (strcmp(key, "max_users") == 0) {
int max = atoi(value);
printf ("Max users (int): %d\n", max);

} else if (strcmp(key, "debug_mode") == 0) {
// Convert string "true"/"false" to boolean
int debug = (strcmp(value, "true") == 0);
printf ("Debug mode (bool): %d\n", debug);

} else if (strcmp(key, "version") == 0) {
// Keep as string or parse as version triple
printf ("Version string: %s\n", value);

}

// ... handle other keys

}
Explanation:
e strtok tokenizes the line. The delimiter string " =" means split on either space or

equals. This handles variations like key=value and key = value.
o strtok returns NULL if no token is found.
e atoi converts string to integer. For robust parsing, use strtol with error checking.
e String comparison (strcmp) determines how to interpret the value.
Advanced Considerations:

» Sections: Real config files often have sections like [Database]. You’'d need a state
machine to track the current section.

e Quoted values: Values with spaces should be quoted. Parsing becomes more
complex.

e Error recovery: Report malformed lines but continue parsing.
« Whitespace: Trim leading/trailing spaces from key and value.

Pitfall: strtok modifies the original string (replaces delimiters with \0) and is not
reentrant (not thread-safe). For simple single-threaded parsing, it’s fine.

Student Exercise: Extend the parser to handle quoted strings (e.g., name = "John
Doe") and sections.

This example illustrates a very practical application of text file reading and string ma-
nipulation, skills used in countless real-world programs.
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9 Best Practices and Summary

9.1 Slide 26: File I/O Best Practices

Core Concept: "Following established best practices ensures your file handling code is
robust, secure, and maintainable.”

Essential Rules:

1. Always check fopen() return value: Never assume a file opens successfully.
Handle the error gracefully.

2. Close every file you open: Use fclose() in all code paths (success and error)
to avoid resource leaks.

3. Check fread() /fwrite() returns: Verify the expected number of items were
read /written. Partial operations indicate errors or EOF.

4. Handle errors gracefully: Don’t just crash. Inform the user, log the error, clean
up resources, and exit or retry appropriately.

5. Use binary mode for non-text data: Always add "b" when dealing with images,
executables, structured data, or any file where byte-exact copy is required.

Security Considerations:

o Validate file paths: Be cautious with user-provided paths to prevent directory
traversal attacks (e.g., ../../etc/passwd).

o Check file permissions: Ensure your program has the right to read/write the
file.

« Avoid buffer overflows: When reading, use functions that limit input size (fgets,
fread with count) instead of unsafe ones (gets).

« Sanitize user input: If writing user input to files (e.g., for logging), be aware of
injection attacks (newlines, special characters).

Performance Tips:

« Use buffered I/O (the standard FILE* functions are buffered). For massive files,
consider larger buffer sizes with setvbuf ().

« For binary copies, use block reads/writes (fread/fwrite) with a sizable buffer (e.g.,
4KB-64KB) instead of character-by-character.

e Minimize the number of open/close operations if accessing a file repeatedly.

Pitfall: Ignoring the distinction between text and binary mode on Windows is a common
source of bugs when porting Unix/Linux code.

Adhering to these practices will prevent the majority of file-related bugs and security
vulnerabilities in your C programs.
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9.2 Slide 27: Common Pitfalls to Avoid

Core Concept: ”Awareness of frequent mistakes helps you avoid them during develop-
ment and debugging.”

\ Common Mistake \ Solution \

Forgetting fclose() Always pair fclose() with fopen().
Use goto cleanup patterns for complex
functions.

Not checking fopen() return Immediately check if pointer is NULL.
Use perror () for diagnostics.

Using wrong file mode ("w" vs "a") Double-check intent: overwrite or ap-
pend? Test with sample files.

Buffer overflows with fgets size Use sizeof(buffer) or a constant,
never a magic number.

Assuming files exist or are readable Check errors and have fallback behavior
(e.g., create default config).

Using !feof () as loop condition Use the return value of the read function
(fgets, fread) as the condition.

Text vs binary mode confusion on Win- | Use "b" flag for any non-text data; be

dows mindful when porting.

Not handling partial fread/fwrite Check return value against expected
count; use feof /ferror.

Debugging Tips:

o perror(): Your best friend. It prints a human-readable description of the last
error.

e errno: Global variable containing error code. perror uses it.
o Test with small files: Easier to verify content manually.

« Add logging: Print file positions (ftell), bytes read/written, and buffer contents
during development.

e Use hex dump tools: For binary files, use xxd or hexdump to inspect raw content.

Pitfall: Errors in file I/O can be intermittent (disk full, network drive disconnected).
Ensure your code can handle such runtime failures, not just startup errors.

By being mindful of these pitfalls and applying the solutions, you’ll write more reliable
file handling code from the start.
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10 Summary and Exercises

10.1 Slide 28: What We Learned Today

Core Concept: A comprehensive review of file input/output operations in C, covering
concepts, functions, patterns, and practical applications.”

Key Topics Recap:

« File pointers and opening modes: FILEx, fopen(), fclose(), text vs binary
modes.

« Text file operations: Reading with fgetc(), fgets(), fscanf (); writing with
fputc O, fputs(), fprintf ().

« Binary file operations: Efficient block I/O with fread() and fwrite(); ideal
for arrays of structures.

« File positioning: Random access using fseek (), ftell(), rewind (); calculating
file size.

e Error handling: Detecting EOF with feof (), errors with ferror(), clearing
with clearerr(), reporting with perror ().

Applications Demonstrated:
« File copy utility (any file type).
« Simple database with persistent employee records.
 Configuration file parser (key=value format).
Connection to Previous Topics:
o Dynamic Memory: Often needed when reading files of unknown size.
o Structures: Perfectly suited for binary I/O with fread/fwrite.

» Pointers: File pointers are similar to other pointers but managed by the standard
I/0 library.

Looking Ahead: Next week’s advanced topics and final project will integrate file 1/O
with data structures, dynamic memory, and possibly multi-module programs to create a
complete application.

File I/0 is the feature that allows programs to interact with the outside world in a lasting
way, making them truly useful tools.
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10.2 Slide 29: Practice Exercises

Core Concept: "Hands-on exercises to solidify file I/O skills, ranging from basic oper-
ations to more advanced projects.”

Beginner Exercises (Focus on Basics):

1.

Count lines, words, and characters in a text file: Use fgetc() or fgets().
Handle punctuation and multiple spaces.

Copy file character by character: Implement the copy utility from the lecture,
ensuring error handling.

Read numbers from a file and calculate average: File contains one number
per line. Use fgets() + sscanf() or fscanf ().

Create a log file with timestamps: Append a line with current date/time and
a message each time the program runs. Use "a" mode and fprintf ().

Intermediate Exercises (Add Complexity):

5. Student gradebook with file storage: Extend the employee database example.

Store student records (name, 1D, grades). Add functions to compute averages and
search.

Config file reader /writer: Implement a full configuration manager that can read
a config file into memory, allow changes, and write it back.

File search utility: Given a directory and a string, search all text files in that
directory for the string, printing matching lines and filenames.

Simple file encryption (XOR cipher): Read a file byte by byte, XOR each
byte with a key, write to a new file. Decryption is the same operation.

Advanced Exercises (Project-Level):

9. Binary database with indexing: Store records of variable length. Maintain a

separate index file that maps keys to file positions for fast lookup.

10. File comparison tool (diff-lite): Compare two text files line by line, highlighting

11.

differences.

Simple compression (Run-Length Encoding): Compress a file by replacing
sequences of identical bytes with a count and the byte. Implement both compression
and decompression.

12. File change monitor: Watch a directory for new, modified, or deleted files using

periodic checks (not inotify). Log changes to a file.

How to Approach:

o Start with diagrams and pseudocode.

o Implement incrementally: Get file opening and closing working first, then add

reading/writing one piece at a time.

o Test with small, known inputs.
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o Use Valgrind to check for memory leaks if you use dynamic allocation.
» Test edge cases: Empty files, very large files, missing permissions, full disk.

These exercises will build your confidence and competence with file operations, a critical
skill for any C programmer.
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10.3 Slide 30: Final Thoughts and Resources

Core Concept: "File I/0 is a fundamental skill that transforms programs into persis-
tent, data-driven applications. Mastery comes from understanding concepts, practicing
patterns, and using available resources.”

Key Takeaways:
« Files enable persistent applications: Data survives program termination.

e Choose text vs binary appropriately: Text for human readability and inter-
change; binary for performance and compactness.

e Always handle errors: Assume file operations can fail; check returns and use
perror().

o Practice safe file operations: Buffer limits, validate paths, close files.
Further Resources:

« K&R "The C Programming Language” (Chapter 8): The definitive refer-
ence on C’s standard I/0O library.

o C Standard Library Documentation: man pages (Unix) or online references
for each function (fopen, fread, etc.).

e Online Tutorials and Courses: Many websites offer in-depth tutorials on file
I/O with examples.

o Practice Projects: Look for small project ideas like "todo list with file storage”
or "simple inventory system”.

Continued Learning Path:

« Advanced File I/O: Low-level I/O with open(), read(), write() (Unix system
calls).

 Serialization: Converting complex, pointer-based data structures to/from bytes
for storage.

« Database Fundamentals: Building on binary file concepts to understand how
databases store data.

o Network Programming: File descriptors and I/O concepts extend to network
sockets.

Final Advice:
» Practice consistently: Write small programs that use files regularly.

 Read code: Study open-source projects to see how experienced developers handle
file I/0.

» Use debugging tools: perror is your first line of defense. Learn to use a debugger
(gdb) to step through file operations.
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e Don’t be afraid of errors: Segmentation faults and strange output are learning
opportunities. Trace through your code to find the mistake.

Congratulations on completing Lecture 9! You've added a crucial skill to your C
programming toolkit. With file I/O, you can now create programs that load configuration,
save user data, process logs, and exchange information with other applications. Combined
with previous topics like structures and dynamic memory, you are well-equipped to tackle
significant programming projects.
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